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I.

INTRODUCTION

The Internet has become an indispensable part of people's lives in the
21st century. People generate a staggering amount of data across major social
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media platforms, which is visualized in figure 1.1 Platforms like Facebook,
YouTube, and Twitter allow billions of users to share their content freely. Not
surprisingly, moderating the content and removing unwanted content, such as
hate speech and graphic violence due to strong demands from both the
government and society, is essential for these platforms. 2 James
Grimmelmann, the Tessler Family Professor of Digital and Information Law
at Cornell Tech and Cornell Law School, broadly defines content moderation
as "the governance mechanisms that structure participation in a community to
facilitate cooperation and prevent abuse."3 Nowadays, global platforms like
Twitter and Facebook rely heavily on automated tools to curate the
information generated by users across the globe. This technology explainer
provides a brief overview of basic content moderation frameworks, followed
by an introduction of automated content moderation technologies, and a
summary of their advantages and disadvantages.

1

Lori Lewis, Infographic: What Happens in an Internet Minute 2021, ALL ACCESS (June
29, 2021), https://www.allaccess.com/merge/archive/33341/infographic-what-happens-inan-internet-minute [https://perma.cc/6SYB-Z9SH].
2
In 2019, a terrorist used the Facebook live stream to publicize his attack at the Al Noor
Mosque in Christchurch, New Zealand, and murdered more than 50 people. In the first 24
hours after the incident, Facebook removed about 1.5 million videos of the attack, and more
than 1.2 million of the said videos were blocked at upload by the content moderation system.
Nicole Chavez & Madeline Holcombe, Death toll rises to 50 in New Zealand mosque
shootings, CNN (Mar. 17, 2019), https://www.cnn.com/2019/03/16/asia/christchurch-newzealand-mosque-shooting-latest/index.html [https://perma.cc/BBS4-NN4V]; see also Chris
Sonderby, Update on New Zealand, FACEBOOK (Mar. 18, 2019) [https://perma.cc/ZA852Y3X].
3
James Grimmelmann, The Virtues of Moderation, 17 YALE J.L. & TECH. 42, 47 (2015).
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Fig. 14

II.

MODERATION FRAMEWORKS

The content moderation mechanism is understood by analyzing: (1) the
primary organizational structures for the moderation; (2) when the moderation
happens; (3) how transparent and open are the underlying rules of the
moderation; and (4) who is in charge.5
A.

Primary organizational structures

Two primary organizational structures are centralized moderation and
decentralized moderation. 6 Centralized moderation occurs when the whole
community adopts a general blanket policy, like YouTube and Facebook, that

4

Lewis, supra note 1.
Giovanni Sartor & Andrea Loreggia, The Impact of Algorithms for Online Content
Filtering or Moderation - Upload Filters, EUROPEAN PARLIAMENT THINK TANK (Sept. 15,
2020), at 21, https://www.europarl.europa.eu/thinktank/en/document.html?reference=I
POL_STU(2020)657101 [https://perma.cc/2HTW-V33T].
6
Grimmelmann, supra note 3, at 69.
5
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have global guidelines for the whole platform. 7 Decentralized moderation
occurs when multiple moderators create different rules, and each moderator's
decisions only influence a part of the community, like Reddit, with specific
and customized policies for each subreddit.8
B.

When the moderation happens

Content moderation can occur as ex-ante moderation or ex-post
moderation. Ex-ante moderation happens when moderators, usually
algorithms, pre-screen user-generated content before being published on a
platform. For instance, YouTube uses Content ID, an automated system that
checks and flags copyright infringement for copyright owners when a new
YouTube video is uploaded. 9 When the system finds an infringement in a
video, rather than monetizing the video by running ads or tracking the video’s
viewership statistics, the copyright owner has the right to block the whole
video from being viewed.10 Ex-post moderation is applied when a moderator
removes content that is already accessible by the platform's users. It can take
one of two forms: reactive, which occurs after a platform user or a third party
reports the issue, and proactive, where the platform actively searches and
removes unwanted content such as terrorist propaganda. 11
C.

How transparent and open are the underlying rules of the moderation

Transparent moderation means the rules and standards are explicit and
available to the general public. 12 For instance, Twitter publishes its nonconsensual nudity policy which disallows users from sharing intimate photos

7

Community Guidelines, YOUTUBE,
https://www.youtube.com/howyoutubeworks/policies/community-guidelines/
[https://perma.cc/U2W4-JTA9] (last visited Jan. 16, 2021); Facebook Community
Standards, META, https://transparency.fb.com/policies/community-standards/
[https://perma.cc/WK4B-98BP] (last visited Jan. 16, 2021).
8
Reddit Content Policy, REDDIT, https://www.redditinc.com/policies/content-policy
[https://perma.cc/9UK8-HDZA] (last visited Jan. 16, 2021).
9
How Content ID Works, GOOGLE,
https://support.google.com/youtube/answer/2797370?hl=en [https://perma.cc/T7D3-2M2T]
(last visited Nov. 19, 2021).
10
Id.
11
Spandana Singh, Everything in Moderation, NEW AMERICA (July 15, 2019), at 8,
https://www.newamerica.org/oti/reports/everything-moderation-analysis-how-internetplatforms-are-using-artificial-intelligence-moderate-user-generated-content/introduction/
[https://perma.cc/Z9KH-MKSN].
12
Sartor & Loreggia, supra note 5, at 22.
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or videos with a third party without their consent. 13 Secret moderation is
precisely the opposite of transparent moderation––the rules remain unknown
to users.14 One example of this type of moderation is when Twitter blocked
search results of the hashtag #BidenCrimeFamily without providing much
explanation for this decision.15 Complete transparency and complete secrecy
are extreme scenarios that are rare in content moderation, and most platforms
fall on a spectrum between these two approaches.
D.

Who is in charge

Three models describe who analyzes the content and decides to remove
specific content: (1) manual moderation, in which humans perform all the
tasks; (2) automated moderation, in which algorithmic tools completely
replace human moderators; and (3) hybrid moderation, in which humans and
machines collaborate. 16 Most platforms adopt a hybrid model where
algorithms flag and prioritize specific content for human moderators to
review, and humans make the final call.17
III.

AUTOMATED MODERATION TECHNOLOGIES

Automated content moderation includes a variety of techniques with
different complexities and levels of success. In general, a machine can identify
and label content in two ways: by (1) matching, which is comparing the new
information with an existing database, or (2) prediction, which is identifying
and analyzing characteristics of new information based on the machine's prior
learning.18
A.

13

Matching

Non-Consensual Nudity Policy, TWITTER, https://help.twitter.com/en/rules-andpolicies/intimate-media [https://perma.cc/XJU3-F9PC] (last visited Apr. 22, 2022).
14
Sartor & Loreggia, supra note 5, at 22.
15
Joan Donovan, Why Social Media Can’t Keep Moderating Content in the Shadows, MIT
TECH. REV. (Nov. 6, 2020), https://www.technologyreview.com/2020/11/06/1011769/socialmedia-moderation-transparency-censorship/ [https://perma.cc/H3WX-9UWQ].
16
Id.
17
Singh, supra note 11, at 7.
18
Carey Shenkman et al., Do You See What I See? Capabilities and Limits of Automated
Multimedia Content Analysis, CTR. FOR DEMOCRACY & TECH. (May 2021), at 12,
https://cdt.org/wp-content/uploads/2021/05/2021-05-18-Do-You-See-What-I-SeeCapabilities-Limits-of-Automated-Multimedia-Content-Analysis-Full-Report-2033FINAL.pdf [https://perma.cc/RN7Y-MNAX].
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Matching answers the simple question of "[has the algorithm] seen this
piece of information before?"19 A standard method for matching is hashing, a
process that transforms content such as images and videos into a unique string
of data, or “hash,” to label the underlying content. 20 Hashing creates a
distinctive digital fingerprint for new content. The system then quickly
compares the hash value with a carefully compiled database that contains
hashes for unwanted items like pornography and copyrighted materials.21 For
cryptographic hashing, a minor change in the content, such as adding words
and changing the shade of one pixel of an image, will result in a new hash
value, demonstrated by figure 2. 22 Cryptographic hashing can help
authenticate information, but it does not work well for content moderation
because people can easily circumvent the system by introducing minor
changes such as watermarks.

Fig. 223

Content moderation relies on perceptual hashing, and this approach
asks, "is the new information similar enough to what exists in the database?"24
19

Shenkman et al., supra note 18, at 13.
Robert Gorwa et al., Algorithmic Content Moderation: Technical and Political Challenges
in the Automation of Platform Governance, BIG DATA & SOC'Y, at 4.
21
Singh, supra note 11, at 12.
22
Shenkman et al., supra note 18, at 37.
23
Id.
24
Id. at 13.
20
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Perceptual hashing focuses on specific features such as hertz-frequency over
time in audio, and a threshold will be set to determine how much difference
between two hashes is allowed.25 Minor changes to a piece of information
correspond to small changes in hash values. For instance, two images in figure
3 are the same photo with different levels of color saturation. The
cryptographic hashing method will treat these two pictures as completely
different, but the perceptual hashing method will better comprehend the
relationship between these two photos and label them as the same. 26 The
perceptual hashing will not be tricked by minor and non-meaningful changes
such as rotation or enlargement of the same picture.27 Microsoft's PhotoDNA
helps locate and remove known images of child exploitation, and the product
utilizes perceptual hashing to counter the spread of child sexual abuse material
(CSAM).28

Figure 329
B.

25

Prediction

Id. at 39.
Shenkman et al., supra note 18, at 39.
27
Gorwa et al., supra note 20, at 4.
28
Photo DNA, MICROSOFT, https://www.microsoft.com/en-us/photodna
[https://perma.cc/8RCA-HSW5] (last visited Nov. 19, 2021).
29
Shenkman et al., supra note 18, at 39.
26
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Different from matching technologies, prediction technologies aim to
detect and classify characteristics of previously unseen content. 30 The
predictive model heavily relies on machine learning, algorithms that use
statistics to find patterns in old data and apply the patterns to new content.31
1.

Natural language processing (NLP) for text moderation

Natural language processing (NLP) is one of the most essential tools
for analyzing and understanding text posted by Internet users. 32 NLP uses
machine learning to parse and predict the meaning behind the text.33 The state
of art NLP tool employs deep learning, a subcategory of machine learning
built on the neuroscience of how human brains process information.34 This
form of NLP tool, known as a text classifier, uses neural networks to analyze
and classify different features of texts.35 Text classifiers are trained by text
examples, known as documents, pre-labeled by human researchers as to
whether they belong to a specific content category (e.g., hate speech vs. not
hate speech).36 A text classifier learns patterns associated with objectionable
content using collections of documents called corpora, which convert features
such as words, phrases, and grammatical structures into numerical values.37
Neural networks process the features in training corpora, create internal rules
assigning weight to different features, and then apply the rules to new text
examples to determine if they belong to a specific category.38
Before the development of NLP, early online content moderation
employed blacklisting, a simple approach of creating and maintaining a
dataset of objectionable textual content, such as profanity.39 However, this
approach is prone to mistakes because it can easily be hacked by misspelling

30

Gorwa et al., supra note 20, at 5.
Karen Hao, What is Machine Learning?, MIT TECH. REV. (Nov. 17, 2018),
https://www.technologyreview.com/2018/11/17/103781/what-is-machine-learning-we-drewyou-another-flowchart/ [https://perma.cc/NV6V-NJ5T]. For a more detailed discussion
about the basics of machine learning, see Susan Pratt, From the Eyes of a Machine: Image
Recognition Technologies, 5 GEO. L. TECH. REV. 201 (2021).
32
Natasha Duarte et al., Mixed Messages? The Limits of Automated Social Media Content
Analysis, CTR. FOR DEMOCRACY & TECH. (Nov. 2017), at 9,
https://cdt.org/insights/mixed-messages-the-limits-of-automated-social-media-contentanalysis/ [https://perma.cc/4NAJ-JGTD].
33
Id.
34
Pratt, supra note 31, at 205.
35
Duarte et al., supra note 32, at 10.
36
Id.
37
Id.
38
Id. at 11.
39
Sartor & Loreggia, supra note 5, at 41.
31
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the words or adding emojis.40 Furthermore, it cannot understand the contextual
clues to determine whether a word is truly appropriate in a sentence.41
Modern-day NLP tools adopt more complex techniques such as bagof-words, N-grams, and word embedding to more accurately grasp the context
of words and sentences. 42 The bag-of-words approach ignores order and
grammar in a sentence and assigns scores to each word to classify the
sentiment of the overall sentence.43 N-grams identify the frequency of grouped
words or characters and provide a more nuanced analysis than the bag-ofwords approach.44 For instance, “queer” may be associated with hate speech,
but “openly queer” is considered positive word usage.45 Word embedding is
more complex and focuses on the word’s position concerning the context,
including the word’s location and function, and the technology groups
semantically similar words together.46 Word embedding is more difficult to
evade by simply substituting an offensive word for a benign one because the
technology understands the structure of the sentence and function of each word
and can detect the intended meaning of the replaced word. 47 NLP content
moderation tools measure the objective characteristics of a sentence, such as
words and grammatical structures, and rely on machine learning to predict the
subjective meaning of the sentence.48
2.

Prediction technologies for image and video moderation

Prediction technologies are also used in image and video content
moderation. Platforms rely on these technologies to identify and remove
content such as nudity and violence. In order to recognize an image or video,
the machine needs to be able to analyze concepts such as shapes, textures,
colors, spatial arrangement, and static and temporal relationships.49 Classifiers
allow a machine to predict what is in an image. 50 Object detectors use a
40

Id.
Gorwa et al., supra note 20, at 5.
42
Duarte et al., supra note 32, at 10–11.
43
Cambridge Consultants, Use of AI in Online Content Moderation, OFCOM (July 18, 2019),
at 50, https://www.ofcom.org.uk/research-and-data/internet-and-on-demand-research/onlinecontent-moderation [https://perma.cc/Q438-VYAB].
44
Duarte et al., supra note 32 at 11.
45
Id.
46
Cambridge Consultants, supra note 43, at 50.
47
Duarte et al., supra note 32, at 11.
48
Id. at 12.
49
Shenkman et al., supra note 18, at 17.
50
Id. Prediction is a term of art in machine learning. It usually comes with a confidence
score to show the degree of certainty with which an algorithm has made the prediction. For
example, the machine is 90% certain that the image contains a hot dog. Shenkman et al.,
supra note 18, at 46.
41
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"bounding box" to pinpoint objects in an image.51 Segmentation technologies
allow the machine to understand the relationship between objects in an image,
and are more precise and detailed than object detectors. 52 Object tracking
helps the machine follow the location of a specific object in a video.53 Scene
understanding, which incorporates the functions described above, enables the
machine to comprehend a scene by considering the geometric and semantic
relationships among objects in an image. 54 For example, if the machine
recognizes blood in one image, it relies on scene understanding to decide
whether it is a gruesome picture or a surgical operation for educational
purposes.55
IV.

ADVANTAGES AND LIMITATIONS
A.

1.

Advantages

Relieving the burden of human content moderators

Most social media companies rely on a hybrid model of automated
filtering and human moderators to locate and remove undesirable content.
Human moderators usually face high stress, long hours, and low pay, as they
continuously need to review and flag information about sexual abuses and
violent crimes.56 Automation can protect human moderators from some of the
most disturbing content (e.g., child pornography and beheading videos) and
reduce psychological risks caused by viewing this content.

51

Shenkman et al., supra note 18, at 18.
Id.
53
Id. at 51.
54
Shenkman et al., supra note 18, at 18.
55
Id. at 50.
56
Casey Newton, Bodies in Seats, VERGE (June 19, 2019),
https://www.theverge.com/2019/6/19/18681845/facebook-moderator-interviews-videotrauma-ptsd-cognizant-tampa [https://perma.cc/9DMP-6DWB].
52
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Scalability57

In 2018, users produced a mind-boggling 2.5 quintillion bytes of data
every day, and the number has steadily increased in the past three years.58 A
recent transparency report by Google showed that YouTube removed 4.18
million channels and 67 million videos in the second quarter of 2021.59 The
global presence of commercial platforms means moderating online content is
always challenging. The automated moderation system is vital for the daily
operation of the Internet, as human moderators cannot review the astronomical
amount of information by themselves.
3.

Cheaper and faster

Although automated content moderation may incur expensive
development costs, the marginal cost is increasingly low once the system is
mature, and platforms recuperate much of the cost by avoiding copyright
lawsuits or reputational damages resulting from failure to moderate
controversial content. 60 The cost of automated content moderation varies
based on the type of service, but it is usually considered cheaper and faster
than hiring human moderators.
B.

57

Limitations

Jack Dorsey, the CEO of Twitter, explained in a TED talk that “we want to make sure that
we're, number one, building algorithms instead of just hiring massive amounts of people,
because we need to make sure that this is scalable, and there are no amount of people that
can actually scale this.” How Twitter Needs to Change, TED (Apr. 2019),
https://www.ted.com/talks/jack_dorsey_how_twitter_needs_to_change/transcript
[https://perma.cc/G6TN-Y7R9].
58
Bernard Marr, How Much Data Do We Create Every Day? The Mind-Blowing Stats
Everyone Should Read, FORBES (May 21, 2018),
https://www.forbes.com/sites/bernardmarr/2018/05/21/how-much-data-do-we-create-everyday-the-mind-blowing-stats-everyone-should-read/?sh=774fee3460ba
[https://perma.cc/ZL64-WH3X].
59
YouTube Community Guidelines enforcement, GOOGLE,
https://transparencyreport.google.com/youtube-policy/removals [https://perma.cc/KVN7XBP9] (last visited Nov. 19, 2021).
60
For instance, up until 2018, Google had invested about $100 million in its YouTube
moderation system Content ID, mainly to fight against piracy, and return more than $3
billion to rightsholders. Paul Sawers, YouTube: We’ve invested $100 million in Content ID
and paid over $3 billion to rightsholders, VENTUREBEAT (Nov. 7, 2018),
https://venturebeat.com/2018/11/07/youtube-weve-invested-100-million-in-content-id-andpaid-over-3-billion-to-rightsholders/ [https://perma.cc/52CH-2AFM].

362

GEORGETOWN LAW TECHNOLOGY REVIEW
1.

2022

Bias

In the context of content moderation, the outcome is not determined by
some objective standards but by human assessments, laws, platform policies,
and social norms. Many content moderation technologies will inevitably
contain bias because the datasets used to train the tools, the researchers who
create the tools, and the platforms that employ the tools are biased. 61 The
errors embedded in AI systems can easily lead to bias on an enormous scale.
For instance, a study has shown that the AI models to identify hate speech are
up to two times more likely to label content written in African American
English as offensive because researchers who compile the training corpora for
these AIs are insensitive to differences in English dialects.62 Meanwhile, NLP
tools are still scarce for non-English text, and the moderation systems have
even greater difficulties comprehending and policing content written in
foreign languages.63
2.

Contextual understanding

Most successful content moderation is about understanding the
subtlety and complexity of human cultures. For instance, a platform may want
to ban nudity in the sense of pornography, but the machine may also remove
content such as ancient Greek sculptures and artistic nudes. Coding machinefriendly rules about our cultural norms is difficult, and even more challenging
is making machines understand the cultural context and extrinsic information
vital for correctly categorizing the online content.64
3.

Transparency and explainability

One of the major challenges of online content moderation involving
AI technologies is creating transparent and explainable algorithms. For
61

Singh, supra note 11, at 19.
Maarten Sap et al., The Risk of Racial Bias in Hate Speech Detection, Proceedings of the
57th Annual Meeting of the Association for Computational Linguistics (July, 2019),
https://homes.cs.washington.edu/~msap/pdfs/sap2019risk.pdf [https://perma.cc/Y749L9BF].
63
Nearly two thirds of the Facebook Users speak languages other than English. The
platform finds it challenging to keep up with the monstrous amount of content generated
every day and many of its NLP tools for foreign languages are too immature to be deployed.
Tom Simonite, Facebook Is Everywhere; Its Moderation Is Nowhere Close, WIRED (Oct. 25,
2021), https://www.wired.com/story/facebooks-global-reach-exceeds-linguistic-grasp/
[https://perma.cc/6PFW-VA7E].
64
James Vincent, AI Won’t Relieve the Misery of Facebook’s Human Moderators, VERGE
(Feb. 27, 2019), https://www.theverge.com/2019/2/27/18242724/facebook-moderation-aiartificial-intelligence-platforms [https://perma.cc/manage/create?folder=23971].
62
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instance, neural networks are designed to mimic the human thinking process,
but the complex structure means that even the developers cannot fully grasp
the system's mechanisms.65 These advanced algorithms are built with neural
networks that use millions or billions of interrelated parameters to learn and
produce outputs.66 People can understand input data and output results, but
interpreting the intermediate steps is formidable because these steps do not
easily translate to plain explanations for humans.67 People are concerned about
these "black box" algorithms because limited information exists regarding the
underlying codes, what datasets are used for training, how these algorithms
identify correlation in datasets and make decisions, and how reliable these
determinations are.68 Though many tech companies promise to provide more
insight and be more upfront about their algorithms, much remains in the dark
to protect the trade secrets of the systems used. 69 Given social media
platforms’ enormous reach, understanding what frameworks they use in
content moderation is essential.
V.

CONCLUSION

Though much criticism and contentious debate over the limitations and
problems of automated content moderation exists, these technologies are
trying to solve problems that human society has never experienced before.
While acknowledging the current limitations of online content moderation,
Mark Zuckerberg, the co-founder and chief executive of Meta Platforms,
emphasized in a U.S. Senate hearing that in the foreseeable future, we can
have more mature technologies that can better capture the nuance of human
languages and be more accurate in content moderation.70 Machine learning,
the technology that many automated content moderation tools build upon, is
still a new subject, and the field is quickly developing. Given the complex
challenges posed by content moderation, automation is never the panacea.
Still, the current system imposes high costs on human moderators, and it is
stretched by the surging amount of information generated every day.
Automated content moderation shows great potential, and better and more
efficient tools to facilitate moderation will likely be developed in the future.

65

Cambridge Consultants, supra note 43, at 45.
Shenkman et al., supra note 18, at 8.
67
Id.
68
Singh, supra note 11, at 20.
69
Id.
70
Facebook, Social Media Privacy, and the Use and Abuse of Data: Before the Joint
Hearing of the S. Judiciary Comm. and S. Commerce Comm., 115th Cong. 2 (2018)
(statement of Mark Zuckerberg, Chairman and Chief Executive Officer, Facebook).
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