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 INTRODUCTION 

 In 2006, when Netflix was just a DVD rental service, it offered a $1 
million prize to the team that could improve Netflix’s movie recommendation 
algorithm by ten percent.1 The competition became an academic lightning 
rod—thousands of teams entered and their work produced dozens of academic 

 
* Gabriel Nicholas is a Joint Research Fellow at the New York University School of Law 
Information Law Institute and the New York University Center for Cybersecurity as well as a 
Fellow at the Engelberg Center on Innovation Law & Policy. Thanks to Katherine Strandburg, 
Aaron Shapiro, Mark Verstraete, Salome Viljoen, and the Journal editors for their comments 
and guidance. 
1 Katie Hafner, And If You Liked the Movie, a Netflix Contest May Reward You Handsomely, 
N.Y. TIMES (Oct. 2, 2006), https://www.nytimes.com/2006/10/02/technology/02netflix.html 
[https://perma.cc/RJV9-9PKQ]. 
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works.2 During the first year of the competition, several teams made 
significant headway; for example, AT&T’s team, KorBell, improved the 
algorithm by 8.43%.3 But soon, progress stalled. Teams snowballed in size as 
they pooled their efforts in attempts to gain a few fractions of a percentage 
point.4 Three years later, two teams finally passed the 10.00% improvement 
mark: BellKor’s Pragmatic Chaos, a hybrid team of KorBell and Big Chaos, 
and The Ensemble, a twenty-three-team super group.5 
 How did the winning teams’ recommendation algorithms work? What 
enabled them to predict that a user would award a certain movie three stars as 
opposed to four? Competitors lacked incentives to optimize their solutions to 
give explainable predictions,6 and as such, their final submissions were so 
complex and inscrutable that even the engineers who worked on them had 
trouble explaining the internal logic. BellKor Pragmatic Chaos alone 
incorporated 107 algorithms in its final submission.7 Besides, neither solution 
was ever used in its entirety8—by the time the challenge was over, Netflix had 
shifted its focus to streaming, and the winning algorithms were too specific to 
DVD rentals to be repurposed.9 
 While Netflix may have little moral imperative to explain how it 
derives its movie recommendations,10 greater transparency can be critical for 
high-impact decision-making systems. Users and auditors need to be able to 
interrogate algorithms that make decisions in areas such as hiring,11 foster 
care,12 and parole.13 Recently, the public has called for several popular 
consumer facing platforms to better explain their underlying algorithms; 

 
2 See, e.g., Zhou et al., Large Scale Collaborative Filtering for the Netflix Prize, in 
ALGORITHMIC ASPECTS IN INFORMATION MANAGEMENT 347 (2008).  
3 Robert M. Bell, Yehuda Koren, & Chris Volinksy, All Together Now: A Perspective on the 
Netflix Prize, 23 AM. ASS’N STAT. J. 24, 29 (2010). 
4 Id. 
5 Id. 
6 Id. 
7 Xavier Amatriain & Justin Basilico, Netflix Recommendations: Beyond the 5 Stars, MEDIUM 
(Apr. 6, 2012), https://medium.com/netflix-techblog/netflix-recommendations-beyond-the-5-
stars-part-1-55838468f429 [https://perma.cc/XXV8-QEJ3]. 
8 Id. 
9 Id. 
10 Netflix did in fact start surfacing some explanations for its algorithm by recommending 
micro-genres, such as “Imaginative Time Travel Movies from the 1980s.” See Amatriain & 
Basilico, supra note 7. 
11 See Pauline T. Kim, Data-Driven Discrimination at Work, 58 WM. & MARY L. REV 857, 
862 (2017). 
12 See generally VIRGINIA EUBANKS, AUTOMATING INEQUALITY: HOW HIGH- TECH TOOLS 
PROFILE, POLICE AND PUNISH THE POOR (2018).  
13 See Rebecca Wexler, When a Computer Program Keeps You in Jail, N.Y. TIMES (June 13, 
2017), https://www.nytimes.com/2017/06/13/opinion/how-computers-are-harming-criminal-
justice.html [https://perma.cc/X22T-4FMY]. 
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systems like Google’s search,14 Facebook’s newsfeed,15 and YouTube’s 
recommendation system are facing public scrutiny for their potentially 
deleterious effects on society.16  
 Explanations for algorithms are important in the legal context as well. 
American legislation, such as the Fair Credit Reporting Act and the Equal 
Credit Opportunity Act, mandates a minimal level of explanation from credit 
companies.17 The incorporation of algorithms into new judicial processes 
raises questions about algorithmic transparency in due process,18 
adjudication,19 and anti-discrimination20 as well. The European Union has 
attempted to address these demands for accountability in the General Data 
Protection Regulation (GDPR) with a “right to explanation,” but the question 
of what constitutes an explanation is a hotbed for legal debate.21  
 The goal of this Technology Explainer is to give a brief, practical 
overview of how computer scientists come to understand the ways algorithms 
make decisions. To this end, it pulls from the literature of a nascent academic 
field called “explainable artificial intelligence” (XAI).22 Part II defines some 
common XAI terms such as “algorithm” and “explanation” and provides some 
background on important concepts in explainable machine learning. Part III 

 
14 See Deidre K. Mulligan & Daniel S. Griffin, Rescripting Search to Respect the Right to 
Truth, 2 GEO. L. TECH. REV. 557 (2018). 
15 See generally ELI PARISER, THE FILTER BUBBLE: WHAT THE INTERNET IS HIDING FROM YOU 
(2011). 
16 See Sapna Maheshwari, On YouTube Kids, Startling Videos Slip Past Filters, N.Y. TIMES, 
(Nov. 4, 2017), https://www.nytimes.com/2017/11/04/business/media/youtube-kids-paw-
patrol.html [https://perma.cc/8UBA-6MQP]; Kevin Roose, The Making of a YouTube 
Radical, N.Y. TIMES (June 8, 2019), 
https://www.nytimes.com/interactive/2019/06/08/technology/youtube-radical.html 
[https://perma.cc/TD9Q-5YA8]. 
17 Danielle Keats Citron & Frank Pasquale, The Scored Society: Due Process for Automated 
Predictions, 89 WASH. L. REV. 1, 18 (2014). 
18 See Danielle Keats Citron, Technological Due Process, 85 WASH. U. L. REV. 1249, 1254 
(2007). 
19 Katherine Strandburg, Adjudicating with Inscrutable Decision Rules, in MACHINES WE 
TRUST: GETTING ALONG WITH ARTIFICIAL INTELLIGENCE (Marcello Pelillo & Teresa 
Scantamburlo eds., forthcoming 2020). 
20 Solon Barocas & Andrew D. Selbst, Big Data’s Disparate Impact, 104 CAL. L. REV. 671, 
677 (2016). 
21 See generally Lilian Edwards & Michael Veale, Enslaving the Algorithm: From a “Right 
to an Explanation” to a “Right to Better Decisions”?, 16 IEEE SECURITY & PRIVACY 46 
(May-June 2018); Andrew Selbst & Julie Powles, Meaningful Information and the Right to 
Explanation, 7 INT’L DATA PRIVACY L. 233 (2017). 
22 See generally Brent Mittelstadt et al., Explaining Explanations in AI, in FAT* ‘19: PROC. 
CONFERENCE ON FAIRNESS, ACCOUNTABILITY, & TRANSPARENCY 279 (2019). XAI is also 
sometimes referred to as “interpretable AI” or “transparent AI.” See Zachary C. Lipton, The 
Mythos of Model Interpretability, ACM QUEUE, May–June 2018, at 4–6. 



 GEORGETOWN LAW TECHNOLOGY REVIEW Vol. 4.2 
 
714 

uses a machine learning hypothetical to explore what explanations look like 
and the factors that can muddle them. Part IV shows how these explanatory 
methods can fail in complex real-world systems and offers alternatives. Part 
V briefly concludes. 

 BACKGROUND 

 What Is an Algorithm? 

 Thomas Cormen’s canonical Introduction to Algorithms defines an 
algorithm as “any well-defined computational procedure that takes some 
value, or set of values, as input and produces some value, or set of values, as 
output.”23 The term “well-defined” leaves significant wiggle room. It can refer 
to explicit rules that produce straightforward, deductive output, such as sorting 
and searching algorithms. It can also refer to inductive procedures that come 
up with their own rules by generalizing from examples. Algorithms that use 
the latter option are called machine learning algorithms.24 
 Explanations for algorithms with well-defined outcomes, like sorting, 
are less interesting and useful than explanations with less well-defined 
outcomes, like machine learning. If an algorithm sorts a list of American 
presidents by their birthdays, the reason it puts William Howard Taft between 
Woodrow Wilson and Theodore Roosevelt is self-explanatory. In contrast, 
machine learning algorithms can be applied to problems with answers that are 
subjective, not yet known, or otherwise too difficult to determine with just 
human-written rules.25 These outputs are called predictions, and as such, they 
can be questioned, justified, and, of course, explained. 
 Machine learning uses one algorithm, a learner, to output another 
algorithm that makes predictions, a model.26 The learner reads in data as a set 
of numerical features, infers rules about those features that predict the desired 
value, and outputs a model that embodies those rules.27 It is like a scientific 
model—an imperfect set of rules based on multiple factors and observations, 
like the theory of gravity. However, unlike gravity, the rules of an algorithmic 
model can be inscrutable, even to the person who wrote the learner. 

 
23 THOMAS H. CORMEN ET AL., INTRODUCTION TO ALGORITHMS 5 (3rd ed. 2009). 
24 AURÉLIEN GÉRON, HANDS-ON MACHINE LEARNING WITH SCIKIT-LEARN AND 
TENSORFLOW TECHNIQUES TO BUILD INTELLIGENT SYSTEMS 4 (1st ed. 2017). 
25 See CORMEN ET AL., supra, note 23, at 13. 
26 GÉRON, supra note 24, at 18. What is described here is actually just one type of machine 
learning: “supervised learning.” There are other types of machine learning (e.g., unsupervised, 
reinforcement) that work differently and are used for different tasks. See id. at 8. Supervised 
learning is the prototypical type of machine learning algorithm and is by and large the focus 
of this Technology Explainer. 
27 Id. 
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 What Is an Explanation? 

 The relatively young field of XAI has exploded in the past few years. 
One study found that there are 289 core papers on the topic and 12,412 citing 
papers, coming from a wide intersection of fields such as cognitive 
psychology, computer science, business, and medicine.28 
 Given the sudden, interdisciplinary interest in XAI, there is much 
disagreement over nomenclature in the field, particularly around the terms 
“interpretability” and “explainability.” Some scholars use the terms 
interchangeably,29 while others regard the terms to refer to antithetical 
approaches.30 Still others define interpretability as an attribute31 or type32 of 
explainability. Although many authors believe that explainability is a latent, 
immeasurable property,33 a few human–computer interaction (HCI) 
researchers have attempted to measure it directly to compare different 
algorithms.34 
 Of the many definitions of explainability and interpretability, a 
majority refer to the concept of human understanding. This commonality is 
best captured by Doshi-Velez and Kim’s definition of explainability: “the 
ability to present in understandable terms to a human.”35 Notably, this 
definition does not depend on any mathematical or epistemological properties, 
nor any strong normative claims.  
 Explainability is as much about the human capacity to understand a 
model as it is about a model’s capacity to be understood. Too many variables 

 
28 Ashraf Abdul et al., Trends and Trajectories for Explainable, Accountable and Intelligible 
Systems: An HCI Research Agenda, in PROCEEDINGS OF THE 2018 CHI CONFERENCE ON 
HUMAN FACTORS IN COMPUTING SYSTEMS 4 (2018). 
29 See, e.g., Finale Doshi-Velez & Been Kim, Towards a Rigorous Science of Interpretable 
Machine Learning (Mar. 2, 2017) (unpublished manuscript), https://arxiv.org/abs/1702.08608 
[perma.cc/9CVC-5MEM]. 
30 See, e.g., Cynthia Rudin, Stop Explaining Black Box Machine Learning Models for High 
Stakes Decisions and Use Interpretable Models Instead, 1 NATURE MACHINE INTELLIGENCE 
206 (2018), https://arxiv.org/abs/1811.10154 [perma.cc/YA9C-XGUD]. 
31 See, e.g., Jenna Burrell, How the Machine ‘Thinks’: Understanding Opacity in Machine 
Learning Algorithms, 3 BIG DATA & SOC’Y 1 (2016). 
32 See, e.g., Marco Ribeiro et al., “Why Should I Trust You?”: Explaining the Predictions of 
Any Classifier, in KDD '16: PROCEEDINGS OF THE 22ND ACM SIGKDD INTERNATIONAL 
CONFERENCE ON KNOWLEDGE DISCOVERY AND DATA MINING 1135 (2016), 
https://arxiv.org/abs/1602.04938 [perma.cc/QJ8R-JL4U]. 
33 See, e.g., Forough Poursabzi-Sangdeh et al., Manipulating and Measuring Model 
Interpretability, (Nov. 8, 2019) (unpublished manuscript), https://arxiv.org/abs/1802.07810 
[https://perma.cc/6CDU-GBBM].  
34 See, e.g., Dylan Slack et al., Assessing the Local Interpretability of Machine Learning 
Models, (Aug. 2, 2019) (unpublished manuscript), https://arxiv.org/abs/1902.03501 
[perma.cc/AR7R-MWXX]. 
35 Doshi-Velez & Kim, supra note 29, at 2. 
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or unintuitive relationships between those variables can make the model 
difficult to conceptualize all at once.36 Implementation details can get in the 
way as well: the size of a code base, the size of an engineering team, and the 
links between different modules can all obscure how an algorithm comes to 
its decisions.37 Explainability also depends on an explanation’s audience—a 
comprehensible explanation for a subject matter expert might not be 
understandable to the general public. 

 Why Do Explanations Matter? 

 If an algorithm is, according to Cormen’s definition, both “well 
defined” and “computational,” it would seem to follow that its internal 
reasoning should be readily apparent. In practice, this is not often the case. 
Algorithms with opaque internal workings are commonly known as black 
boxes,38 and, in many tasks,39 they can outperform simpler, more explainable 
models in speed and correctness.40 
 When an algorithm benefits from being explainable, it is often as a 
proxy for other desiderata, like ethics or fairness.41 Explanations can reveal 
when an algorithm uses socially unacceptable factors to make decisions. For 
example, a college admissions algorithm that tries to optimize the percentage 
of offers accepted may systematically reject applicants from Wyoming, if no 
one from the state has ever accepted an admissions offer before. Moreover, a 
college admissions algorithm may use other features as proxies for 
undesirable, sensitive decision criteria, such as race, gender, or socioeconomic 
status.42 

 
36 This idea is also called simulatability. See Slack, supra note 34, at 1. 
37 Burrell, supra note 31, at 5. 
38 Marko Robnik-Šikonja & Marko Bohanec, Perturbation-Based Explanations of 
Predictions Models, in HUMAN AND MACHINE LEARNING 159 (Jianlong Zhou & Fang Chen 
eds., 2018). 
39 See, e.g., Karen Simonyan & Andrew Zisserman, Very Deep Convolutional Networks for 
Large-Scale Image Recognition, in ICLR, 2015 (2015), https://arxiv.org/abs/1409.1556 
[perma.cc/Q3L3-DEEG]. 
40 See infra Parts III.D and IV.A for examples. Scholars have argued against this point, putting 
forth a theory of “Rashomon sets” that states, since there are so many ways to write a machine 
learning algorithm for a single problem, there must be an interpretable solution. This has yet 
to be shown empirically. See generally Lesia Semenova & Cynthia Rudin, A Study in 
Rashomon Curves and Volumes: A New Perspective on Generalization and Model Simplicity 
in Machine Learning (Mar. 27, 2019) (unpublished manuscript), 
https://arxiv.org/abs/1908.01755 [perma.cc/D942-H44E]. 
41 See Doshi-Velez & Kim supra note 29, at 2. 
42 Finale Doshi-Velez & Mason Kortz, Accountability of AI Under the Law: The Role of 
Explanation 9 (Berkman Klein Center for Internet & Society, 2017), 
https://dash.harvard.edu/handle/1/34372584 [https://perma.cc/P555-U8MX]. 
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 Explanations may also be valuable in and of themselves by letting 
users learn from and improve their underlying decision-making process. 
Doctors can learn from medical diagnosis algorithms that explain their 
reasoning with representative cases.43 Conversely, doctors can correct medical 
diagnosis algorithms if they find they are optimizing for undesirable variables. 
In one case, an image recognition algorithm used to detect pneumonia in chest 
x-rays was found to instead predict which hospital the x-ray was taken at.44 
 However, not all algorithmic systems benefit from being explainable.45 
Finale Doshi-Velez and Beene Kim describe several scenarios where this is 
the case.46 First, there may be no significant consequences for incorrect 
outcomes such as for algorithms that find the dominant color in a painting. 
Second, the system may be sufficiently understood or validated in practice. 
Aircraft collision systems fall into this category—they work very well and are 
so straight forward that explanations are unnecessary so long as aircraft 
continue not to collide.47 

 EXPLANATIONS IN PRACTICE 

 Hypothetical Machine Learning Problem 

 Imagine a model that tries to predict which college freshmen will 
successfully graduate. It could take, as input, data on a student and then output 
a true/false prediction about whether they will graduate.48 This kind of model 
is called a classifier because it categorizes the input data into a class—here, 
graduate=true or graduate=false.49 The input data might look as follows: 

 
43 See generally Rich Caruana et al., Case-based Explanation of Non-Case-Based Learning 
Methods, in PROC. AMERICAN MEDICAL INFORMATICS ASS’N. SYMP. (1999) 
https://www.ncbi.nlm.nih.gov/pmc/articles/PMC2232607/pdf/procamiasymp00004-
0249.pdf [https://perma.cc/8AWV-ZXMN]. 
44 See generally John R. Zech et al., Confounding Variables can Degrade Generalization 
Performance of Radiological Deep Learning Models, 15 PLOS MED. 11 (2018), 
https://journals.plos.org/plosmedicine/article/file?id=10.1371/journal.pmed.1002683&type=
printable [https://perma.cc/BE7B-MA3Q]. 
45 FRANK PASQUALE, THE BLACK BOX SOCIETY: THE SECRET ALGORITHMS THAT CONTROL 
MONEY AND INFORMATION 5, 8, 56 (2015) (conceding that transparency can introduce issues 
of security and complexity). 
46 See Doshi-Velez & Kim, supra note 29, at 3.  
47 Id. 
48 The model may also output how confident it is in the prediction. See Géron, supra note 24, 
at 56. 
49 See Pedro Domingos, A Few Useful Things to Know About Machine Learning, 55 COMMS. 
ASS’N FOR COMPUTING MACHINERY (ACM) 78, 79 (2012). 
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{name: Warren, height_inches: 64, gender: male, age: 18y168d} 

Figure 1: Classifier input 
 
 What would it look like create a classifier that predicts whether or not 
Warren will graduate? The first necessary ingredient is a historical data set of 
freshmen that includes whether or not they graduated (Figure 2). This data is 
called training data because it will be used to train the algorithm to perform 
the desired prediction task. 
 
[ {name: Ralph, height_inches: 75, gender: male, age: 18y144d, 
   sat_score:1420, graduate: true}, 
 {name: Gina, height_inches: 64, gender: female, age: 17y292d,  
   sat_score:1280, graduate: true}, 
 {name: Alice, height_inches: 68, gender: female, age: 18y2d,  
   sat_score:1300, graduate: false}, 
 ... ] 

Figure 2: Training data 
 
 Then, that data needs to be run through a learner. The learner will take 
as input the historical freshmen data set and output a classifier that can make 
predictions on unknown values, like Warren. The type of learner used will 
determine the type of model produced.50 A few types of learners will be 
explored in Section D. 

 Understanding Data 

 Before examining the underlying math of a specific algorithm, it is 
important to understand where the training data comes from. Any explanation 
for an algorithmic decision will have to relate back to the original training 
data, so understanding the origins and idiosyncrasies of that data is crucial. 
 Data can either be repurposed from existing data sets or it can be 
generated or gathered expressly for a specific algorithm’s use. These concepts 
are respectively called readymade and custommade data, and each approach 
has its advantages and disadvantages.51 Readymade data is more often 
incomplete, missing data that could potentially improve the performance of 
the algorithm. In the aforementioned college graduation algorithm, that 

 
50 See id. 
51 MATTHEW J. SALGANIK, BIT BY BIT: SOCIAL RESEARCH IN THE DIGITAL AGE 8, 83 (2017) 
Salganik intentionally avoids two other common terms for these ideas, "found" and "designed" 
data, because they falsely imply that the prior is objective and not designed in any way. Id. 
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missing data might be high school GPA.52 Readymade data is often 
unstructured and weighed down with extraneous information.53 For example, 
the college graduation data might include repeat students that need to be 
removed, or staff and faculty data that need to be filtered out using another 
data set. 
 Custommade data can often reflect a non-representative sample, 
resulting in an algorithm that is difficult to generalize.54 If the college 
graduation data was generated using surveys, perhaps there might be 
confounding traits that skew who chose to respond. The sample may not 
represent the actual population or may misrepresent certain subpopulations. 
Additionally, the factors relevant to graduation may be different when the 
algorithm is run versus when the data was collected.55 These scenarios can 
limit the situations a given algorithm can be applied. 
 The way an algorithm operationalizes its theoretical concepts also 
bears on its explanations.56 An algorithm that optimizes for some abstract 
concept—such as happiness or intelligence—needs a quantifiable definition 
of that concept. Even seemingly straightforward concepts like whether or not 
someone has graduated are not obviously defined. Does it count if they 
graduated in more than four years? How are transfer students handled? 
Sometimes, especially in readymade data, the answers to these questions are 
unavailable. 

 Explaining Features 

 Machine learning engineers can tinker with how the learner comes up 
with the classifier to improve its predictive ability. The main way engineers 
do this is through feature engineering, experimenting with which input data 
gets used and how it is represented. In some situations, good feature 
engineering can improve a machine learning algorithm even more so than a 
larger training data set.57 Part of feature engineering is processing raw data 
(e.g., Figure 2) into numerical data (e.g., Figure 3). Machine learning data 

 
52 Id. at 24.  
53 Id. at 37. This is called “dirty” data, as opposed to “clean” data. 
54 Id. at 29. 
55 John Nay & Katherine J. Strandburg, Generalizability: Machine Learning and Humans-in-
the-Loop, in RESEARCH HANDBOOK ON BIG DATA LAW (Roland Vogl ed., forthcoming 2020). 
56 GÉRON, supra note 24, at 25. 
57 For example, in Facebook’s click through rate algorithm, feature engineering was found to 
affect the prediction more than sampling. See Xinran He et al., Practical Lessons from 
Predicting Clicks on Ads at Facebook, in PROCEEDINGS OF THE EIGHTH INT’L WORKSHOP ON 
DATA MINING FOR ONLINE ADVERTISING 1 (2014), 
https://quinonero.net/Publications/predicting-clicks-facebook.pdf [https://perma.cc/Q73E-
6XUQ]. 
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must at some level be represented numerically because the learner produces a 
classifier by shifting around the weights of different features or combinations 
therein.58 This can be challenging because not all information is equally 
amenable to representation as computer-processable data.59 
 Feature engineering is more than converting strings to numbers. In the 
same way that words used to represent an idea are inexact and subjective, so 
too are the derived features an engineer chooses to represent data. Take the 
following example of how an engineer could choose to represent the raw data 
in Figure 2. The “sat_score” property is entirely dropped while the name is 
encoded in the feature of whether or not it starts with a “G.”60 Any internal 
explanation for how the classifier comes up with its decisions will derive from 
these features or their interactions. 
 
[ [{height_inches: 75, is_male: 1, age_in_years: 18.39,  

name_starts_with_g: 0}, {graduate: 1}], 
[{height_inches: 64, is_male: 0, age_in_years: 17.80,  

name_starts_with_g: 1}, {graduate: 1}], 
[{height_inches: 68, is_male: 0, age_in_years: 18.01,  

name_starts_with_g: 0}, {graduate: 0}], 
... ] 

Figure 3: Featurized data 
 
 The field of XAI delineates between two different types of 
explanations: local explanations and global explanations.61 Local 
explanations interpret how an algorithm handles a specific input and how 
deviations to that input might affect the output.62 If test data was run through 
the classifier generated from the data in Figure 3, a local explanation might 
be: “The model predicted Warren will not graduate, but it would have if he 
were seventy days older.”63 A global explanation describes the workings of an 

 
58 Even categorical data, such as the color of someone’s eyes, needs to be converted into a 
numerical representation. For example, {eyes_blue:1, eyes_brown:0, eyes_green:1}. Note 
how true/false values are represented as 1/0. 
59 See e.g., Cynthia Rudin et al., A Process for Predicting Manhole Events in Manhattan, 80 
MACHINE LEARNING 1, 8, 17 (2010), https://dspace.mit.edu/handle/1721.1/57432 
[https://perma.cc/95V9-KTE6] (showing that creating a computer-processable data set 
requires close, sometimes difficult collaboration between scientists and domain experts). 
60 Obviously, this engineer has little domain knowledge about what factors might predict 
graduation. 
61 Slack, supra note 34, at 1. 
62 Id. 
63 The second part of this explanation, where gives the conditions needed to change the 
prediction, can be considered a “contrastive explanation.” See Brent Mittelstadt et al., 
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entire model and all its decision paths.64 A global explanation for the college 
graduation classifier might be: “For the most part, the model predicts tall males 
whose names start with ‘G’ and females who enter school at over 6600 days 
old will graduate.” 
 Just because an explanation is intelligible, does not mean its line of 
reasoning is intuitive. A model’s internal reasoning is based on correlations in 
the data65 (whether or not a student’s name starts with “G” does not cause 
them to graduate), which can be particularly unintuitive.66 In the words of 
Professor Paul Ohm: “We are embarking on the age of the impossible-to-
understand reason, when marketers will know which style of shoe to advertise 
to us online based on the type of fruit we most often eat for breakfast.”67 
However, the features themselves are not always as intelligible as the type of 
fruit we eat for breakfast.68 Feature engineering is a discipline unto itself,69 
and machine learning practitioners will sometimes use convoluted statistical 
methods such as clustering to create new, performance-improving features.70 
 When features are intelligible, they can still be difficult to 
conceptualize. Additionally, explanations can sometimes be difficult to 
visualize.71 Other times there are too many features involved. Studies show 
that people can only keep seven plus or minus two cognitive entities in their 
head at once,72 and the features used by algorithms are no exception.  

 
Explaining Explanations in AI, in FAT* '19: PROC. CONFERENCE ON FAIRNESS, 
ACCOUNTABILITY, & TRANSPARENCY 279, 283 (2019). 
64 Id. at 281. 
65 There are some models that try to infer causality. See, e.g., Judea Pearl, The Seven Tools of 
Causal Inference, with Reflections on Machine Learning, 62 COMMS. ACM 54 (Mar. 2019), 
https://cacm.acm.org/magazines/2019/3/234929-the-seven-tools-of-causal-inference-with-
reflections-on-machine-learning/fulltext [https://perma.cc/6SS7-VDGN]. 
66 See generally Andrew D. Selbst & Solon Barocas, The Intuitive Appeal of Explainable 
Machines, 8 FORDHAM L. REV. 1085 (2018). 
67 Paul Ohm, The Fourth Amendment in a World Without Privacy, 81 MISS. L.J. 1309, 1318 
(2012). 
68 Mittelstadt et al., supra note 22, at 281. 
69 See, e.g., ALICE ZHENG & AMANDA CASARI, FEATURE ENGINEERING FOR MACHINE 
LEARNING: PRINCIPLES AND TECHNIQUES FOR DATA SCIENTISTS (2018). 
70 See e.g., Adam Coates & Andrew Y. Ng, Learning Feature Representations with K-means, 
in NEURAL NETWORKS: TRICKS OF THE TRADE 561 (2012), https://www-
cs.stanford.edu/~acoates/papers/coatesng_nntot2012.pdf [https://perma.cc/8Y9Q-KHZV]. 
71 Mittelstadt et al., supra note 22, at 281. 
72 See George A. Miller, The Magical Number Seven, Plus or Minus Two: Some Limits on Our 
Capacity for Processing Information, 101 PSYCHOL. REV. 343 (1994).  
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 Explanations and Dimensionality 

 Even with only a few straight-forward features, not all algorithms are 
equally conducive to explanations. Whether a more or less explainable 
algorithm is used to solve a problem often has to do with the shape of the 
training data. This can be seen in practice by applying three different 
algorithms to the college graduation problem: linear regression, logistic 
regression, and support vector machines. 
 Assume the training data includes sixteen former college students, 
represented using only two features: height_inches and age_in_years. Each 
feature can be mapped as a dimension on a graph, arranged in a chart that looks 
as follows (Figure 4): 
 

 
Figure 4: College data, with a clear division 

 
 A linear regression learner works by trying to determine a line that 
divides the data points by the variable that the algorithm will try to predict. 
(Here, whether graduate has a value of true or false.) The line in Figure 5 is 
the classifier. If graphing a new value, such as Warren from Figure 1, that is 
to the left of the line, the algorithm would predict graduate as false. On the 
right side, it would predict true. Linear classifiers can make for great local 
explanations—here the graph makes it easy to calculate the difference in 
height_inches or age_in_years necessary to change the prediction. 
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Figure 5: Linear regression of college data. The star represents the unknown 

data point of Warren, which here would be classified as “graduated.'' 
 
 The visualization also makes for a good global explanation so long as 
the classifier only uses a few dimensions. Linear regression can theoretically 
use any number of dimensions, and each dimension gets its own feature. If a 
third feature is added, such as gender, the graph would become three 
dimensional, and the classifier lines a two-dimensional plane. However, 
adding more dimensions than this would make the classifier difficult to 
visualize, as once there are too many dimensions (e.g., six, twelve, or a 
thousand), humans cannot conceptualize the model all at once.73 
 Logistic regression is similar to linear regression except it can draw a 
curved line instead of a straight one. Logistic regression could work well for 
a data set that looks as follows (Figure 8): 

 
73 See id.; see also Slack, supra note 34, at 5. 
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Figure 6: Logistic regression of college data 

 
 The global explainability is roughly the same between linear and 
logistic regression because it is just as easy to visualize. But the local 
explainability becomes a little more unintuitive because the relationship 
between graduate and the other two variables is now non-monotonic.74 
 Explanations can be even more difficult for data that looks like this 
(Figure 7): 
 

 
74 See generally Lipton, supra note 22, at 13. 
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Figure 7: College data with concentric circle shape, no straight line division 
 
 There is no simple line, straight or curved, that can consistently predict 
graduate, so linear regression will fail to give accurate predictions. However, 
by using an algorithm called a support vector machine (SVM), the shape of 
the data can be translated from two dimensions onto three and a prediction 
plane can be drawn between them: 
 

 
 

Figure 8: Support vector machine of college freshman data 
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 This third dimension is neither height, age, nor a third independent 
variable. Rather, it is a convoluted mix of height and age (represented by the 
function f), calculated specifically to maximize the distance between the two 
classes. This third dimension makes global and local explainability far more 
difficult because it is difficult to articulate.75 
 Sometimes, instead of increasing the number of dimensions on the 
graph, a machine learning algorithm will want to reduce them by collapsing 
multiple features into the same dimension. If, for example, a data set uses two 
thousand features, reducing the number of dimensions used to represent them 
can make the model run better and faster.76 Dimensionality reduction, which 
could be applied to any of the three algorithms described above, usually works 
by merging correlated features77 or by clustering similar data points.78 Again, 
this makes for complex variables that cannot easily be decomposed into 
intelligible parts, resulting in an algorithm that is difficult to explain. 

 EXPLAINING REAL WORLD SYSTEMS 

 Difficulties in Real World Systems 

 In recent years, advocates and academics have sought explanations 
regarding the algorithms that drive popular tech platforms.79 These systems 
tend to be particularly complex, in part because of their massive scale80 and in 
part because they are built by top machine learning specialists with the 
expertise to employ cutting edge, frequently difficult to explain algorithms.81 
Often these systems employ multiple algorithms that compete against one 

 
75 The technical name for adding the third dimension is known as a “non-linear kernel 
method.” Vanya Van Belle et al., Explaining Support Vector Machines: A Color Based 
Nomogram, 11 PLOS ONE 10 (2016), 
https://journals.plos.org/plosone/article?id=10.1371/journal.pone.0164568 
[https://perma.cc/Z4UA-5TTA]. 
76 GÉRON, supra note 24, at 259. 
77 Id. (describing merging correlated features through principal component analysis). 
78 Id. (describing clustering similar data points through t-distributed stochastic neighbor 
embedding (t-SNE)). 
79 One example of this is targeted advertising on Facebook. See Athanasios Andreou et al., 
Investigating Ad Transparency Mechanisms in Social Media: A Case Study of Facebook’s 
Explanations, in NETWORK AND DISTRIBUTED SYSTEMS SECURITY (NDSS) SYMPOSIUM 2018, 
http://lig-membres.imag.fr/gogao/papers/fb_ad_transparency_NDSS2018.pdf 
[https://perma.cc/J2Z3-P6PE]. 
80 See Burrell, supra note 31, at 5. 
81 See Cade Metz, When the A.I. Professor Leaves, Students Suffer, Study Says, N.Y. TIMES 
(Sept. 6, 2019), https://www.nytimes.com/2019/09/06/technology/when-the-ai-professor-
leaves-students-suffer-study-says.html [https://perma.cc/VWJ9-KTWH].. 
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another or feed into each other, with the output of one becoming the input of 
another. These combinatorial tactics are called ensemble methods, which can 
make deriving explanations from an algorithmic system even more difficult. 
 YouTube’s recommendation algorithm uses such ensemble methods.82 
Its model is trained on hundreds of billions of examples, and each data point 
can be broken into one billion parameters.83 The recommendation system 
reduces these parameters to a couple hundred features, some of which are 
easily explainable (i.e., whether a user is logged in, what they have previously 
searched)84 while others are not, because they derive from ensemble methods 
or some dimensionality reduction technique.85 
 Outsiders to the recommendation algorithm do not know the features 
it uses, nor the values it optimizes for. YouTube claims this prediction value 
includes “click-through rate, watch time, and many other metrics that measure 
user engagement,”86 but what these “other metrics” are, and how each is 
weighted, is unknown. YouTube also says this metric is constantly A/B 
tested,87 which may be why different recommendations appear for a video 
after the page is refreshed. Despite YouTube publishing a paper on its 
architecture, opacity surrounding its recommendation algorithm’s features 
make it a black box. 

 Model-Agnostic Explanations 

 Thus far, this piece has talked about explanations as an intrinsic 
property of algorithms. Models have been more or less conducive to certain 
types of explanations based on either their mathematical machinations or the 
clarity of their dimensions. However, intrinsic explanations do not work for 
opaque algorithms like SVMs, and other popular algorithms such as deep 
neural nets.88 Ensemble methods further degrade the usefulness of the intrinsic 
approach. 
 However, explanations for algorithms can also be uncovered by 
observing their behavior and uncovering statistical patterns. This type of 

 
82 See generally Paul Covington, Jay Adams, & Emre Sargin, Deep Neural Networks for 
YouTube Recommendations, in RECSYS '16: PROCEEDINGS OF THE 10TH ACM CONFERENCE 
ON RECOMMENDER SYSTEMS 191 (2016), https://storage.googleapis.com/pub-tools-public-
publication-data/pdf/45530.pdf [https://perma.cc/77LN-CMS6]. 
83 Id. at 191. 
84 Id. at 195. 
85 Id. at 196. 
86 Id. at 192. 
87 Id.  
88 Olah et al., The Building Blocks of Interpretability, DISTILL (2018), 
https://distill.pub/2018/building-blocks/ [https://perma.cc/5VWH-N9C3]. 
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explanation is called model-agnostic89 (or post-hoc)90 because it depends not 
on knowledge of the algorithm, but rather on experimentation with it, through 
trying inputs, observing outputs, and surmising patterns.91 The advantage of 
model-agnostic explanations is that they can work on models in the wild, even 
ones that are intentionally opaque. 
 Imagine that the previously discussed college graduation algorithm 
was sold by a third-party as a black box. A college administrator interested in 
a global explanation could try manipulating a single feature, such as 
height_inches, to see how it affects the prediction.92 Doing this for multiple 
features can demonstrate the relative feature strength,93 and doing this for two 
features at the same time can show whether those features interact.94 
 Another approach is to build a more transparent classifier in order to 
predict the output of the black box classifier.95 However, it is debatable 
whether or not a transparent algorithm's predictions of a black box algorithm 
count as actual knowledge of how the black box itself works because the 
internal reasonings for the two algorithms may differ and their predictions will 
unlikely be a perfect match. A third model-agnostic approach is explanation 
by example.96 Highlighting prototypical examples of a class, outliers, or pairs 
of close data points with different predictions can help human operators to 
infer the rules of an algorithm.97 

 
89 Ribeiro et al., supra note 32, at 1137. 
90 Poursabzi-Sangdeh et al., supra note 33, at 1. 
91 Ribeiro et al., supra note 32, at 1137. 
92 See generally Ron Pearson, Interpreting Predictive Models Using Partial Dependence 
Plots, COMPREHENSIVE R ARCHIVE NETWORK (Feb. 21, 2020), https://cran.r-
project.org/web/packages/datarobot/vignettes/PartialDependence.html 
[https://perma.cc/DNG3-UNZ6]. 
93 See generally Alex Goldstein et al., Peeking Inside the Black Box: Visualizing Statistical 
Learning with Plots of Individual Conditional Expectation, 24 J. COMPUTATIONAL & 
GRAPHICAL STAT. 44 (2013). 
94 See Giles Hooker, Discovering Additive Structure in Black Box Functions, in KDD '04: 
PROCEEDINGS OF THE TENTH ACM SIGKDD INTERNATIONAL CONFERENCE ON KNOWLEDGE 
DISCOVERY AND DATA MINING 575, 576 (2004), 
http://faculty.bscb.cornell.edu/~hooker/VIN-kdd.pdf [https://perma.cc/296W-EXQ9]. 
95 Mark W. Craven et al., Extracting Tree-Structured Representations of Trained Networks, 
in NIPS 1995: PROC. 8TH INTERNATIONAL CONFERENCE ON NEURAL INFORMATION 
PROCESSING SYSTEMS 24, 24 (1995), https://papers.nips.cc/paper/1152-extracting-tree-
structured-representations-of-trained-networks.pdf [https://perma.cc/2JG9-HQTS]. 
96 Been Kim et al., Examples are Not Enough, Learn to Criticize! Criticism for 
Interpretability, in NIPS 2016: PROC. 30TH INTERNATIONAL CONFERENCE ON NEURAL 
INFORMATION PROCESSING SYSTEMS 29 (2016), https://papers.nips.cc/paper/6300-examples-
are-not-enough-learn-to-criticize-criticism-for-interpretability.pdf [https://perma.cc/VQ5H-
ADTV]. 
97 See generally Agnar Aamodt & Enric Plaza, Case-Based Reasoning: Foundational Issues, 
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 There are some important limitations to the insights that can be gained 
from model-agnostic methods and their applications. First, they sometimes 
only work with knowledge of the features used to represent data. Imagine a 
user was given a blank text box to input into the college graduation algorithm. 
It is unlikely that user would be able to guess how to format the data. This can 
be somewhat mitigated by preprocessing, the means by which an application 
turns raw data, like a video, into algorithm-usable data (also known as 
features). For example, users can upload videos to YouTube and see the 
recommendations made without knowing what features YouTube’s 
recommendation algorithm uses to represent the video. 
 Even with preprocessing, it can be difficult to figure out which 
variables to manipulate and anticipate what effects those manipulations might 
have. And it might be almost impossible to dissociate the real variables the 
model is using from the correlated ones. In this way, model-agnostic 
explanations cannot elucidate the real, internal reasons why a model makes its 
decisions. This may limit their capacity to help troubleshoot a model and, 
potentially, have legal implications for any explanation that requires a defined 
degree of certitude.  
 Model-agnostic explanations also require continuous access to the 
algorithm to submit data for testing. Software companies often limit user 
access to algorithmic systems under the auspices of security and protecting 
them from being gamed.98 YouTube’s recommendation algorithm uses upload 
limits and anti-web scraping technology to this end,99 plus it likely bolsters its 
recommendations with data not available to the public. 

 CONCLUSION 

 The public is increasingly asking for accountability from technological 
systems, and in turn, explanations for how algorithmic systems come up with 
decisions. This Technology Explainer has explored what stands in the way of 
those explanations, at least at a software level. But explainability in decision-
making systems is not just an engineering problem. Algorithm creators will 
only optimize for explainability when they have a reason to. Laws such as the 
Fair Credit Reporting Act, Equal Credit Reporting Act, and the General Data 

 
Methodological Variations, and System Approaches, 7 J. ARTIFICIAL INTELLIGENCE COMMS. 
39 (1994), http://www.iiia.csic.es/~enric/papers/AICom.pdf [https://perma.cc/2UEU-HX94]. 
98 Ignacio Cofone & Katherine J. Strandburg, Strategic Games and Algorithmic Secrecy, 64 
MCGILL L.J. (forthcoming 2020), 
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=3440878 [https://perma.cc/5LK7-
6E3R]. 
99 See e.g., robots.txt file for YouTube, YOUTUBE, https://www.youtube.com/robots.txt 
[https://perma.cc/9NNB-4S6S]. 



 GEORGETOWN LAW TECHNOLOGY REVIEW Vol. 4.2 
 
730 

Protection Regulation incentivize explanations to a certain extent in a select 
few areas, but other areas of the law, such as trade secret and copyright, 
incentivize the opposite. 
 Explanations are a starting point for accountability, not a destination. 
An explanation can describe how an algorithm makes decisions, but it does 
not come with built-in means of redress for when those explanations contradict 
larger societal values.100 This problem is not one for computer scientists alone; 
lawyers and policymakers must join the discussion around explaining 
algorithmic decisions to decide how and when these explanations can address 
societal harms. 

 
100 Selbst & Barocas., supra note 66, at 1107. 


